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Abbreviations 
ANN - Artificial neural network. 
CatX - Categorical cross entropy. 
d - Document.  
Dft - Document frequency for term. 
Elu - Exponential Linear Unit. 
ML - Machine learning. 
o - Object. 
ReLu - Rectified linear unit. 
SCatX - Sparse Categorical cross entropy. 
SE - Search engine. 
SES - Search engine system. 
SoftMax - Normalized exponential function. 
t - Term. 
tft,d - Term frequency for term in a document. 
Tf-idf - Term frequency–inverse document frequency. 
UUID - Universal unique identifier. 
W - Weight. 
|D|r - All documents (indexed objects) in specific revision. 
|Fo|r - All field values in an object for specific revision. 
|IT| -  List of all indexed terms. 
|O|r - All objects in specific revision. 
|Ouuid| - All unique objects. 
|R| - All revisions. 
|R|o - All revisions for one specific object. 
|UFo|r - All unique field values for one object for specific revision. 
|UO| - All documents that have updated value.  
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Introduction 

Background  
Data increases every year and searching for specific data is growing more difficult (1). 
Main reason is the lack of an efficient solution to search through large stores of data 
without consuming considerable resources (2). 
There are multiple schemes to efficiently search through large data sets available but 
they all consume system resources, like memory, storage and Central Processing Unit 
(CPU) time slots. All of which may degrade overall system performance and Search 
Engine (SE) performance. 
 
Machine Learning (ML) can be used to improve utilization of different optimization 
schemes, like data indexing. With ML this process can be adapted to user data and 
system data flow. Utilizing ML, a SE can adapt to how it is used by a single user, a 
group of users and how the system as a whole is used. 
Today many SE, like Lucene, support ML components to provide support for this 
functionality. However, the setup is system specific and can be troublesome. Much is to 
be gained if a Search Engine System (SES) exists that performs all or some of the 
analysis and implementations needed to utilize existing optimization schemes. 

Purpose and aim 

Data handled by SE:s is growing and the world data size is expected to reach 175ZB 
(ZB = 1021 Byte) in the year 2025 (3). Ultimately, the increased amount of stored data 
will increase the load on existing systems hardware. 
 
According to G. Pfister (4) there are only 3 solutions to get work done faster: Work 
harder (increased processor speed), Work smarter (better algorithms) or Get help 
(parallel processing). An upgrade of system hardware (work faster) would be the short 
answer but not a sustainable one. 
 
A more sustainable approach would be to limit the resources required by a better 
search engine (work smarter). A common technique in-line with this approach is 
indexing. But yet again the system will be bound to the limits set by the hardware. To 
lessen the resources required for any search there will have to be an index for the “any” 
search. 
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The aim is to develop a SE implementing revision-based indexing. End result is to 
improve the search speed and optimize the amount of allocated resources with no 
penalty on the result relevance for the specific user. One way to reduce degradation of 
the search speed is to decrease the document size collection for retrieval models that 
depends on the document size. SE is developed towards a limited, internal dataset, 
excluding web SES functionalities. But this study may still be useful in the web SES field 
as findings from this study could improve web SES performance. 
 
Implementation focused on one specific company and its environment. But this study’s 
main concern is the general theory and design. This approach increases the possibility 
that the implementation and results in this study is of benefit for other companies and 
actors. 

Research Questions 
1. What properties and processes in a SE affect the search result? 
2. What properties and processes in a SE allocates system resources? 

Research questions 1 and 2 are vital in pinpointing where main focus should be 
regarding research question 3. 

3. Which parameters are applicable for a system operator to tweak when seeking to 
improve results or limit allocated resources? 
Defining which parameter would be open for manipulation while at the same time 
not degrading overall performance of the SET is vital to the development of a 
dynamically responding SET and algorithm. 

4. How will the performance of an optimized SE compare to the performance of a 
non-optimized SE? 

Limitations 
The impact of CoVid-19 on society in general and on universities and companies in 
specific have affected this work. The university has limited the opening hours, limiting 
the hours available to meet for in person discussions. This and the government's 
discouragement of meeting in person have negatively impacted communication in 
person between the authors and with the supervisor. Daily work environment has been 
affected as well. 
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The official recommendations to not travel by public transport has limited access to the 
company, limiting the number of possible in person meetings. 
 
With above considered the focus in this thesis is on search, indexing, result rendering 
and storage optimizing. Writing about how the revision database works and the data is 
limited because of a NDA (non-disclosure agreement) with the company. SE’s are such 
a large subject and are handled differently for each implementation. Therefore most of 
this work is based on the open source SE Lucene that most SE:s of today are built 
upon. 
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Method 
The idea is to research factors that influence 
searches, produced results and the  
amount of resources the individual parameters 
allocate and consume. The research is carried out 
as literature studies, code analysis, algorithm 
evaluation and experiments. During the first 
research stage both commercial and open source 
applications are analyzed and evaluated. Later 
stages of testing are going to be done at a 
company. Workflow is described in figure 1. 
 
The aim is high and the focus is broad. This is not 
an error. But with high ambition comes the risk of 
big failure. To mitigate this risk the process is 
divided into stages and limitations may be added 
at any stage during the process. The vision is to 
pass all stages but a failure to pass a stage 
doesn’t result in a failure for the study as a whole. 
 
Lucene 8.4 is used to improve the algorithm with 
Java 8 and on a windows 10 computer. 
Keras 2.3.1 backend with Tensorflow 1.15.0 
supported by Anaconda 3 2020.02 will be used for 
the ML experiments and implementations. Python 
3.7 is used during training. 

Literature search 
Literature search is divided into two subsections. 
First section focuses on SE optimization schemes 
and technologies while the second section 
focuses on using ML as a tool to utilize existing 
optimization schemes or technologies 
 

Fig 1 The general workflow for this study 
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Search engine optimization 
Finding relevant information within a large dataset has been a problem for a long time. It 
affects many fields, which is why there is much information on the subject. The amount 
of information available makes it very important to filter out irrelevant and/or outdated 
information. Relevant information was determined by finding literature from the past 15 
years, written or produced by established authors, and were commonly referenced in 
peer reviewed work. After learning the basics and the terms used in the field, the search 
was refined, finding more relevant and peer-reviewed articles about personalized SE 
optimization. Peer-reviewed articles were searched at the database ACM Digital Library, 
Google Scholar, or the social media platform for academics Researchgate. The different 
literature platforms are used to find relevant information about different features to 
improve personalized searches and how to optimize. 
 
Keywords used when searching for peer-reviewed articles in different combinations for 
SE: Search engine, revision database, external database, metasearch, query, single 
query, multi query, boolean query and semantic query, NLP (natural language 
processing), forward Index, Inverted/reverse index, retrieval model, boolean model, 
vector space model, okapi BM25, metadata, Lucene, Solr, Elasticsearch, Algolia, 
performance, optimization, personalization, evaluation, and system resources. 
 
Machine learning 
The field of artificial intelligence, ML and deep learning is rapidly evolving. Technologies 
and implementations are in a state of constant development. As this text has 
implementation in focus an age limitation of max 3 years old was used when searching. 
Later this was stiffened to 2 years to limit the results of older implementations. As ML 
today is commonly utilized in society it was hard to filter out non-essential results 
without affecting relevant results. Last step of selection was conducted manually. 12 
articles were selected from a batch of 94. See table 1. 
 
Articles were rejected on subject focus in the article. All selected articles were read but 
not all are referenced in the text as some texts overlap. 
Example of focuses rejected: Robotics, DBMS data management, processor 
architecture, processor data flow. embedded developing and compilers. 
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Table 1. Machine learning subsection search results 

Search terms Options Result 

Search engine AND machine learning Peer-review 8541 hits 

“ “ + last 3 years 2491 hits 

“ “ + must include subjects: 
1. Information storage and 
retrieval 
2. Optimization 
3. Search engine 

77 hits 

This search was a dead end and results were rejected in total. Results were too broad 
and did not respond well to keywords 

Search engine AND machine learning 
AND optimization 

Peer-reviewed + last 2 years 957 hits 

“ “ + excluding image and 
speech recognition keywords + 
including optimization keyword 

94 hits 
12 selected 
82 rejected 
on subject 
focus 

 

Algorithm evaluation 
Algorithms are measured by time and space complexity. These measurements are used 
to demonstrate how the algorithm uses the system resources. An improved algorithm 
over these measurements could lose certain functionalities that exist in today's solution. 
These known functionalities are brought up and discussed in the thesis and analyzed by 
what is relevant for different SE:s. Time and space complexity is represented over 
multivariable big Oh notation with explanatory terms instead of N. In the case of one of 
the variable terms is a constant value it’s demonstrated as O(1). 
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Experiments 
To determine which ML model and hyperparameters to use in this study 3 experiment 
(Ex) sessions are performed. 
ML models are trained on a dataset and evaluated on accuracy. Features and labels for 
the model are chosen on the premise Who is searching for what and when. 
 
The dataset is prepared and reworked to fit into the different models used during the 
experiments. After preparation the dataset is split into a training set, a validation set and 
a test set. The training and validation sets are used during training of the model. The 
test set is used during evaluation. 
Training is performed in incremental steps where each step will be evaluated on 
performance, accuracy and training-statistics to detect signs of model misbehavior and 
overfitting. 
The best performing model is used for weighting the results from the SE. 

Ethical considerations 
The data within the dataset used for experiments and training could be used to monitor 
behavior of SE users. This is however, an outspoken and agreed upon feature in the 
underlying system that collects the data utilized by this study.  
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Literature review 

Lucene search engine technologies 
Several popular SE:s out there are built on top of Apache Lucene core (5, 6, 7). Lucene 
is an open source library that’s been adapted to have all the core functionalities for SE:s 
and allow the system manager to decide what is necessary for their needs. Lucene is 
widely used and established in the field which gives it a lot of credibility on being the 
most relevant open source library for SE:s. To understand what Lucene has to offer, 
then it’s necessary to understand what a SE is made of which can be understood by 
reading literature and reading the code and compare and see the resemblance (8). 
 
SE is used to find information in a large data collection through different types of 
features that cost system resources. 
Query is the search term, which has different approaches to handle the search called, 
single query, multi query, boolean query and semantic query (9).  
Single query needs to compare all the documents where the query word or similar 
words contains and rank the document depending on frequency inside the documents 
(10).  
Multi query is a multiple word search that is done in the same way as a single query 
except for each word. To rank which word in the query is the most important word one 
compares the frequency of documents the word exists in. Words like “the”, “a”, “and”... 
etc will exist in more documents than “algorithm”, “bandwidth”. So less documents there 
exist for a word, the higher weight and where the focus is (11).  
Boolean query uses AND, OR, NOT, Wildcard, parentheses and quotation marks. 
Boolean queries give more control of the multi query. AND return documents if both 
words exist in a document. OR return documents if a single word or both words exist. 
NOT return documents if the word doesn’t exist in a document. Wildcards can be 
searched for one unknown term, or unknown part of the term. Examples. “Algor*”, 
“*dwidth”, “Best * to get the fastest bandwidth”. Quotation marks to retrieve documents 
that have the word in an exact order (12, 13, 14).  
Semantic query is a sentence written query and through natural language processing 
can understand what words should be queried (15). 
To find specific information in the large data collection an index list is used, either a 
forward or inverted index.  
Forward index is where every document is listed with represented words in the 
document. Inverted indexing is better than forward when it comes to finding words 
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represented in a document. Forward index is still better when there is a limit in the 
system memory because of the large set of data collection and each document is 
represented with an id instead of a list of words. However, this makes it so you can only 
query the documents id. 
Inverted index is a list of words that can be found in the document collection. Inverted 
index is both faster and saves memory compared to a forward index if there are a lot of 
words that should be indexed. It’s faster to find a word with the same name than 
searching through a lot of documents to find the word (16). Retrieving which document 
has the highest relevance can be done through different types of retrieval models.  
Boolean retrieval model matches the boolean query and returns the documents that 
match the boolean query but in no particular order, but as long as it contains the terms 
(17). 
Vector space model is used to rank the importance of a document by comparing the 
weight of the term in all documents with the frequency of the term in a specific 
document. One weight approach is called term frequency-inverse document frequency 
(tf-idf). The tf ranks the importance of a document by measuring the frequency of the 
term in a document. It’s done by getting the logarithmic value of the frequency in a 
document, but only if the frequency value is minimum of 1 or it’s non existing the the 
vector space model. The idf measures in a multi query how important the words are. By 
calculating the logarithmic value of the total amount of documents divided with 
documents the term exists in. The equation to get the tf-idf weight (W) is done by  

W( t, dft ) = log( tft,d ) x log( N / dft )  (eq. 1),  

where t is the query term, dft is the document frequency for term, tft,d is the term 
frequency for term in a document, N is the total amount of documents. 
However, between a small document and a large document which contains similar 
terms prioritize the larger document higher. Problems with valuing a larger document is 
that repetitive text is promoted higher even though it doesn’t add value. To prevent this 
a length normalization is used that equalize term frequency by setting a common 
average document length value or divide term frequency with total amount of terms in a 
document (18, 19). By doing length normalization makes smaller documents that are 
relevant available and doesn’t make the quantity decide the value. Cosine dot product 
of the weight is then used to measure the resemblance between two documents (17).  
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BM25 model is similar to the vector space model except for how BM25 models 
implement the tf-idf weight. Reasons are to reduce the range between lowest and 
largest term weight, and remove the possibility of the idf to become a negative value 
because of it being too large. To prevent idf to become a negative value the BM25 adds 
1 outside of the log to the idf algorithm. To decrease the range of the term frequency 
weight is done by adding constant values for term frequency and document 
normalization. Constant value for term frequency normally ranges between values from 
1.2 - 2.0 while the constant value for the document normalization is 0.75.  

BM25: w( t, dt ) = ( Ctf + 1 ) x tft,d / Ctf x ( 1 - Cdl + Cdl x ( dt / avgdl ) + tf ) (eq. 2), 

where Ctf is the term frequency constant, Cdl is the document length constant, avgdl is 
the average document length (17, 20).  
Metadata is information of the searcher which alters the importance when ranking 
documents. Information of the searcher that could be important when searching is 
position in the world, position in company and past searches (21).  

Revision database with search engines 
Revision database can contain duplicate values for the same object over revisions. To 
see if a value has already been indexed for a document a query has to happen to see if 
it already exists. Query in Lucene have a worst case time complexity of O(|IT|) (22). SE 
query is not meant to be used as a lookup for specific documents and compare which 
makes it difficult for databases that contain multiple revisions where the same object 
has maybe been altered. An example would be if there is one object in the revision 
database with a UUID (universally unique identifier) 1. UUID 1 is Bob Bobson and few 
revisions in a revision update happens and Bob Bobson have gotten married to Alice 
Aliceson and changed his last name to Aliceson, then those who are unaware of this 
can query Bob Bobson and find that last name has been changed to Aliceson. SE:s like 
Lucene don't handle comparison of objects which could produce duplicates of indexed 
documents with the same values which produce unnecessary large space complexity 
without improving the results. 
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Machine learning in search engines 
When handling large sets of data even the smallest operation may consume large 
resources. To limit and optimize the pattern of consumption ML may be used. To 
produce a better system architecture, better matching hardware requirements for a 
given SE and to optimize the dataflow within the SE at runtime. 
ML may also be used to optimize data handling in the SE, schedule consolidation, 
backup and indexing to minimize choke points and resource starvation. 
 
Many performance features within SE depend on indexed data. Indexing is a resource 
demanding operation and can degrade overall performance if not properly implemented. 
Many SE utilize ML to optimize this operation. Implementations vary but the common 
goal is performance and accuracy. There are 3 general tracks: query, data and 
dataflow.  
When optimizing queries ML can be used to reformat the query to better use the 
underlying system and to produce better statements (23).  Which data to index, when to 
index data, which indexed data to search through is just a few examples of questions 
that need answering when optimizing SE operations. Another important factor to 
consider when optimizing is the dataflow during a search. An efficient flow spreads the 
consumption of resources to prevent choke points (24). Dataflow efficiency in SE boils 
down to 2 questions to answer: An efficient design of the SE system; An efficient 
algorithm to utilize the resources at hand. ML can be used to answer both these 
questions. During the design phase ML can be used to spot choke points in the design, 
to validate planned data routes and to find requirements to system resources 
mismatches. 
In the implementing phase ML can be used to find choke points in time i.e. rush-hour for 
any given data and to identify low intensity timeslots where backup, consolidating and 
indexing may be performed without degrading system performance. The choke points 
and time slots are used to optimize the data handling in the SE. 
 
Last, ML can be used to structure and format the result from a given query. A general 
query may produce a huge result. The result the user was looking for will most probably 
exist in this result but because of the huge amount of unwanted results the correct one 
may be overlooked or hidden. ML can be used to predict what type of result a given 
user may be looking for at a given time for a given query (3). 
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To receive viable output from the ML model it is vital that source data is chosen and 
preprocessed with care. An analysis of what is sought after and which data, generated 
or raw, are available for input is important to build the proper implementation of ML. 

Web crawlers 
Web crawlers are used to go over world wide web and index and rank web pages. 
According to studies in 2003, around 30% of the web pages that are retrieved are 
duplicates of the other 70% (25). Crawling duplicates of documents is very unlikely to 
add anything of value to SE but cost resources which are similar to revision databases. 
Web crawlers deal with it by building a document and producing either a simhashed or 
minhashed fingerprint that gives the document a checksum that can be compared over 
bytes. The similarity score can determine if a document is too similar to another 
document and should be ignored (26). 
  

16  



 
 
 
 

Results 
When improving a SE it's important to do a thorough analysis of effects in the underlying 
system and any consequences this may have on stability and performance. Literature 
review are the findings that we found that could affect the SE performance. 

Optimize document space complexity when indexing. 
To index a complete set of revision database would produce document space 
complexity:  

O(|R| x |D|r),  

where |R| is all the revisions in database, |D|r is all the documents (indexed objects) in 
specific revision. 
 
Each document contains a set of field values from the previous document which is 
necessary to go through while indexing. By indexing all objects gives the algorithm a 
time complexity:  

O(|R| x |O|r x |Fo|r), 

where |O|r is all the objects in specific revision, |Fo|r is all the field values inside of all 
objects in specific revision.  
Lucene doesn’t compare values of objects before indexing the object, meaning it will 
index the same object that has the same values over different revisions. Negative effect 
of having many documents is that retrieval models based on document size take longer 
time to do without improving the query result. 
 
This thesis contains two solutions for the large document space complexity problem 
depending on what information the users need to retrieve. If the need is to be able to 
retrieve one object from a specific revision, then produce a new document that should 
be indexed for each time the object updates values compared to the previous revision. If 
the values have not changed, it should append the revision value to the current 
document.  
Space complexity of only receiving updated documents (O(|UO|)), in worst case 
scenario, keeps the large document space complexity as  
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O(|UO|) = O(|R| x |O|r),  

meaning it has changed value every update of the revision, or it produces the best case 
that is  

O(|UO|) =  O(|Ouuid|),  

where |Ouuid| is all the unique objects over all revisions in the database. Reason it 
produces best case space complexity as O(|Ouuid|) is because there might have never 
been changes to the objects over revisions. If the case is there should only be the latest 
revision of the object, and one can query for old values related to the object. Therefore, 
the solution is to only keep one document and append all unique field values for specific 
fields to guarantee the O(|Ouuid|) document space complexity. 

Algorithm 1: Solution for one indexed document per object. 

To be able to retrieve the unique object from a specific object over revision in a SE, then 
the document has to add a UUID field value for the object when indexed to identify the 
document. The document contains the latest revision in a field which can be retrieved 
when the document got a query hit. Values can be appended to the document which 
guarantees the space complexity of O(1) for one object. However, to only index unique 
values, it has to query all incoming field values to see if they are not already indexed. To 
know if a value has already been indexed, requires a query lookup for all fields in all of 
the objects in all of the revisions. A query in skip list and inverted index has a worst time 
complexity of O(|IT|) where |IT|: all terms in inverted index in SE (27). By comparing 
using queries solves the space complexity which reduces it from  

O(|R| x |O|r) to O(|UO|),  

However, this would increase the indexing time complexity with O(|IT|) because of the 
query lookup. Which makes the indexing time complexity to O(|R| x  |O|r x  |Fo|r x |IT|). 
The lookup can be replaced by iterating one object at the time and going through all 
revisions that exist of a specific object and store all field values in their respective 
hashset. Hashset stores unique values that are based on hash codes similar to how 
web crawlers do it and ignore duplicate values in a time complexity of O(1) (28). If a 
value is added to the hashset the algorithm recognizes this and appends the value to 
the document. So, for each unique object in the revision database have the time 
complexity of  
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O(|R|o x |Fo|r),  

where |R|o is all the revisions for one specific object when indexing. |FO|r is all the field 
values for one object for specific revision. 
 
By taking one object at a time, reduce the RAM space complexity from  

O(|R| x |O|r x |UFo|r)  to O(|UFo|r), 

where |UFo|r is all the updated field values in one object. Doing this for all objects that 
exist in revision database keeps the time complexity of O(|R| x |O|r x |Fo|r),  
When all revision and field values have been compared, then the SE algorithm indexes 
the document to the SE. So algorithm 1 is to create one object based on the uuid. Go 
through each revision of the object and create a new hashset for every new field and 
add the value. If a field already exists in the object it will then insert unique values and 
ignore duplicate values. After the last revision has been completed, then the object is 
indexed into a document.  

Algorithm 2: Solution for indexing document when objects updates 

This uses similar algorithm as above which produces same time complexity of O(|R| x 
|O|r x |Fo|r). The difference in the algorithm is that it keeps the latest object stored and is 
used with a hashset for each field. If the object field values have been changed, then 
index the old document, clear all the hashset and add the new object as a comparator 
object and add the new values with the new revision number. If the object hasn’t 
changed, then it appends the revision to the object. Document keeps index of every 
updated object until it reaches the last revision and the algorithm indexes the last object 
into a document. By only indexing updated objects produces document space 
complexity of O(|UO|) and time complexity of O(|R| x |O|r x |Fo|r). 
 
By combining Lucene indexing with a hashset as a comparator for each field can reduce 
the space complexity. Algorithm 1 gives the smallest space complexity size, but comes 
with the complication of being unaware of when the changes were added to which 
revision. While Algorithm 2 keeps track of when a revision update happened and just 
removes duplicate object values in a revision database. Using these algorithms 
improves the space complexity compared to using Lucene indexing without affecting the 
time complexity which is compared in table 2. 
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Table 2. Document space complexity comparison for different algorithms based on revision database with time 
complexity of O(|R| x |O|r x |F o|r). ( |Ouuid| < |R| x |O|r ) 

Algorithm Best case Worst case 

Lucene 
O(|R| x |O|r) O(|R| x |O|r) 

Algorithm 1 
O(|Ouuid|) O(|Ouuid|) 

Algorithm 2 
O(|Ouuid|) O(|R| x |O|r) 

Improve queries result with user metadata and boosting queries. 
Since revision databases can index old information, it needs to be careful to what 
information is relevant. A solution is to give a boost to newer revision documents. The 
algorithm 2 for storing only updated documents is done by boosting documents that 
contain a specific revision or later. However, the algorithm 1 can’t do this since it only 
contains the latest revision and doesn’t separate the values. A solution is by having two 
documents, one that stores relevant information and one irrelevant and appending 
revision numbers for specific documents. However, the algorithm then requires more 
communication with the revision database when the relevant revision is changed 
compared to the algorithm 2. Reason is because it doesn’t know which revision in an 
object contains the values and if the same value exists in another revision. Another 
problem is that since more documents and values are indexed it gets harder for the SE 
to determine what is relevant data for specific users, even by including the user 
metadata into the query search to improve the results. By including ML that predicts 
what the user is looking for and including the result in metadata. The ML metadata is 
included when querying and narrows down the amount of documents that needs to be 
retrieved even further compared to the previous algorithms. 
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Result weighting with ML 
When performing queries, the resulting amount of data in a resultset can be enormous. 
To prioritize some categories of data, ML can be used to predict what type of data a 
specific user may be looking for. 
 
Weighting of the returned result is done by a model trained on logged queries in the 
system. The model takes the user, query and time of search as input and returns 
probabilities of predicted search targets in a one-hot encoded array. These weights are 
sent to the SE. The SE uses these weights to decide the rendering order for the 
returned results. To determine which algorithm to use for this task experiments were 
conducted. 
 
The dataset used during training contained 86000+ rows and spanned 3 years. The 
dataset is produced by exporting data from the company database. Data is sanitized for 
error or null values. Character or string data is reworked to numbers to fit the ML model. 
Timestamp data is reworked to integers representing the day in a year. 
In the case of a categorical input, input data is reworked into OneHot-arrays to prevent 
false relations between values. 
There exists a deviation in the dataset. This is an effect of a user performing a large 
number of searches during one day in a year. This is a recurring event and not false 
inputs. 
 
The results from these experiments suggested that a model based on an ANN gave the 
best predictions for this study. 
It is important to note that the results given below may not be reproducible due to the 
random initializations when training ML models. 
 
In plots describing predictions the X-axis represents the n-value, Y-axis represents the 
day in a year. 
In plots describing training the X-axis describes the number of training epochs, Y-axis 
the absolute error returned by the loss function. 
In the Fig 7 plot the Y-axis represents 28 target classes, X-axis represents the n-value.  
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Experiment 1 (Ex 1): Regression models 
Input data [user_org,search_target,query] -> Output data [time_of_search] 
The aim was to train a model that predicted the probability of what type of searches that 
are performed on a specific day in a year. 
The regression models tried proved not to be sufficient to detect significant patterns in 
the data. Accuracy was very low but plotted results hinted that some patterns in the data 
were detected by the regressors. 
Accuracy: 

- DecisionTreeRegressor, See Fig 2: 
Mean squared error: 83.40987682269598 days. An error of +/- 83 days deviation 
from the target day is close to random predictions, i.e. not acceptable. 

- RandomForestRegressor See Fig 3: 
Mean squared error: 78.00187671408516 days. An error of +/- 78 days is better 
than for the above regressor but not acceptable. 

 
Fig 2 Plot of predicted days and a control (the correct value) by a Decision-tree regressor. The accuracy in these 
predictions is low but indicates that there are patterns in the data and that accuracy may be improved by using a 
different algorithm. 
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Fig 3  Plot of predicted days and a control (the correct value) by a Random-forest regressor. The accuracy in these 
predictions are low but indicates that there are patterns in the data and that accuracy may be improved by using a 
different algorithm. 
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Experiment 2 (Ex 2): ANN, Predict the day for a specific search 

Input data [user_org,search_target,query] -> Output data [time_of_search] 
Due to the non-linearity of the data in the dataset an ANN should perform better than a 
regression-model. Multiple tests were conducted to determine the best 
activation-functions and loss-functions to use during training. 
 
Tested activation-functions: Rectified linear unit (ReLu), Exponential Linear Unit (Elu), 
Linear, Sigmoid, Normalized exponential function (SoftMax).  
Best performing function: Elu 
Loss function: Sparse Categorical cross entropy (SCatX), 
Categorical cross entropy (CatX). 
Best performing function: SCatX 
Accuracy & loss: 

- Loss was close to 3.7, accuracy 0.3 See Fig 4. 
- All results in Ex 2 are against a scoresheet of 365 i.e a loss at +/- 3.7 days 

accuracy on 365 days. The model predicts with fair accuracy, the week of a 
performed search. 

 
Fig 4 Training statistics for a model using sparse categorical cross-entropy for predicting the correct day in a year for 
a specific query by a specific user. The faster sinking loss compared to the val_loss is a clear sign of overfitting. 
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Experiment 3 (Ex 3): ANN, Predict the target for a specific search 

Input data [user_org,time_of_search,query] -> Output data [search_target] 
Multiple tests were conducted to determine the best activation-functions to use and the 
best loss-function. 
 
Tested activation-functions: ReLu, Elu, Linear, Sigmoid, SoftMax. 
Best performing function: Elu 
Loss function: SCatX, CatX. 
Best performing function: CatX 
Accuracy & loss: 

- Loss was close to 0.9, accuracy 0.7 See Fig 5, Fig 6 and Fig 7. 
- The model uses one-hot encoded labels. The effect is that a wrong prediction 

results in a 100% penalty, explaining the high loss. 
- An accuracy of 0.7 means that the model predicts the correct answer roughly 7 

times of 10. This is acceptable and will produce weights for the SE with good 
accuracy. 

 
Fig 5 Training statistics for a model using categorical cross-entropy for predicting search targets. Some overfitting can 
be seen but val_accuracy is still rising slowly. A good training target would be 40 epochs. 
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Fig 6 Training data using the same setup as in Fig 5 but with a lower learning rate to tackle the unsteadiness seen 
during training of Fig 5. The graph looks smoother but fitting takes longer. As the correlated data from Fig 5 is quite 
steady it is unlikely that longer training would produce significantly better prediction results using this model. This 
graph was produced from 16 hours of training and as noted, longer training would probably not produce better 
predictions. 

 
Fig 7 Plotted predictions by Fig 5 model against a control set. Some rare classes are not predicted by the model as 
the blue dots not obscured by an orange square indicates. 
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Discussion and future work 
People today expect instant search; which shows results on a button press that still 
gives relevant hits (29). Different retrieval models can be used to improve what's 
relevant information. Relevant information includes being able to search for old 
information that has been updated but people are unaware of it. A revision database 
gives the option to index old data but it has to go through possible duplicate values that 
doesn’t improve the query quality and only affect performance negatively. The 
algorithms that have been produced in this thesis take these things into consideration 
and give the option to either index one document per object, or new document for every 
object that has updated compared to the previous revision. By reducing the amount of 
documents allows the SE to include different models that are affected by the amount of 
documents. The thesis proves that all of this can be done without affecting the time 
complexity when indexing over multiple revision. One possible improvement for the 
algorithm is to build a hashset that is built on documents instead of individual field value. 
One problem is that the hash that is produced needs to consider the order of the field 
values and fields which can be rearranged and still keep the hash intact. So it needs to 
be aware of the values that are designated for specific fields. Another possible 
improvement is to have a new field in each object that shows if it has been updated 
compared to the previous revision. By implementing this extra field keeps the low 
amount of document in SE and in theory improve the time complexity for indexing from 
O(|R| x |O|r x |Fo|r) to O(|R| x |O|r). If there is no efficient solution, this only moves the 
comparison from SE to the revision database instead. 
 
Ex 2 and Ex 3 showed real promise. An accuracy of +/- 3,7 (Ex 2) days in a year and 
70% accuracy when predicting a search target (Ex 3) shows that there are patterns in 
the data that can be used to predict usage of the SE. To increase performance of the 
model a larger dataset is prefered to increase the generalization of the model. In 
combination with smaller batch size and more categories from the data-source enables 
more features and labels that can be used for more accurate predictions and weighting. 
Both of these models can be used for weighting in the SE. The regressors in Ex 1 
performed poorly. Probably an effect from the non-linearity of the data. It may be that 
the non-linear capable regressors can perform better if a larger dataset was used. 
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Conclusion 
Research question 1 and 2 are answered in the literature result section by explaining 
how and what parameters affect search results or system resources in a SE. How a 
user can search with a single or multi word query. Boolean query can manipulate how 
the query should be read as. Retrieval models are used to quickly score documents and 
return relevant hits. Querying in SE stores the inverted list in memory, if available 
memory is insufficient the SE uses read/write functions to store part of the index list in 
harddrive storage. Both indexing and querying uses CPU time slots. In the case of the 
index list is so large that the RAM can’t handle it, so the indexing and query compete 
over read and write functions to the hard drive storage as well. These aspects need to 
be considered when optimizing a SE.  
 
Research question 3 and 4 are answered in the result section. By guiding and 
demonstrating, step by step, which factors that can be tweaked and how these improve 
the SE based on the revision database. Making a SE based on a revision database 
gives relevant information from the past. To get this functionality the SE has to index 
documents over all revisions. However, there can be a lot of objects containing the 
same values that haven't changed over revisions. By removing duplicates documents in 
the indexed system increase the speed for retrieval models that depend on document 
size and minimize storage requirements for the data source. Two different algorithms 
have been created depending on the need without affecting time complexity. Algorithm 
1 indexes an object once in the system which says that old information is always 
relevant. Algorithm 2 stores new documents for each time the values have updated 
compared to the previous revision. By indexing every document that has been updated 
increases the document space complexity but gives more control to decide when 
documents stop being relevant.  
When results are returned from the SE ML is used to narrow the results by predicting 
wanted results depending on the user. Predictions from the ML can also be used as a 
guide to when to perform indexing operations thus increasing optimization further. 
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