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1. Introduction 

The following sections describe the background, problem, research questions, and goal for 

this thesis project, as well as limitations. 

1.1 Background 

Structural durability is an important trait of a proper concrete structure. [1] One of the main 

problems faced by the construction industry is this durability of reinforced concrete (RC) 

structures. This includes cracking of concrete. Several studies reviewed by Taffese et al. 

indicate that cracked concrete could be more susceptible to moisture and aggressive gases. 

This susceptibility could lead to a diminished durability of the RC in question. [2] 

Taffese et al. also describe the deterioration process of RC. The two phases in this process are 

called initiation and propagation. Initiation describes the period in which corrosive substances 

find their way into the concrete. Propagation describes the period of time from the onset of 

the corrosion to structural failure. The propagation period is short compared with the 

initiation period, indicating that the prevention and slow-down of the initiation phase is 

important. [2] 

Structural damage like this is inevitable since it is also caused by regular operation. This 

means it is imperative to implement a structural health monitoring system. A system like this 

will allow for measuring the health of a structure at regular intervals. Taffese et al. reveal the 

usability of different types of machine learning algorithms for monitoring the health of 

different structures. For all concrete structures including highway bridges and dams, neural 

networks are presented as a usable algorithm. [2]  

1.2 Problem 

To be able to manage and maintain the Öresund bridge and its traffic, there is a need for 

assessing the state of the bridge on a semi-regular basis. This includes the assessment of the 

state of the concrete of the pillars and pylons of the bridge. 
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There have been several examinations of the bridge concrete since the time of its creation.  

 

The first strategy for assessing the state of the concrete was to make use of a movable 

working platform that hangs from below the train-level of the bridge. Concrete experts would 

be on this platform, which was lowered on the side of each pillar. They would inspect the 

concrete in person and take close-ups of damaged areas. This approach took a massive 

amount of time and investment and has been deemed a bad idea by the managers. 

 

The second strategy was to once again make use of the movable working platform. However, 

this time there was a camera operator on the working platform. The operator was using a 

camera with a large tele-lens to take close-ups of the concrete on the pillars opposite to the 

pillars the working platform was at. This produced the data set that was used for this project. 

Supporting photos were made using drones in the same time period. 

 

The third strategy is one that is still in development. The managers at the Bridge are 

interested in using drones to take photos of most parts of the bridge, including the concrete 

parts. This fits into the interest of commissioning a machine learning system from a 

professional company to analyse the results of the drone-photography. There have been 

several tests with drones, one of which concluded that there might be a problem with radio 

shadow below the bridge.  

 

The managers at the Bridge have shown clear intentions in the use of machine learning for 

the analysis of data received through these strategies, and are interested in studying this, for 

instance, within the scope of student thesis projects. The general goal of such a project would 

be to limit the amount of pictures that require manual examination. If a large data set can be 

programmatically reduced to a smaller one this means it would require a smaller investment 

of labour to look at the remaining photographs.  
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1.3 Research Questions 
This thesis study is a pre-study that aims to provide a basis for guiding the Öresund Bridge 

managers in future strategies. Since one of the goals is to prove the feasibility of a system 

such as this, this study will aim to deliver a proof of concept. 

 

The study aims to answer the following research questions: 

1. Which implementation of machine learning algorithms and image processing 

algorithms is theoretically most suitable for analyzing the Öresund bridge image data 

set? 

The first research question is meant to provide a good base to work on for the second 

question and the implementation of the system. Theory behind general machine learning and 

image processing algorithms will be researched and from that an answer will be gained. 

Previous works will be reviewed and a crack detection system will be selected for 

implementation. 

 

2. When implementing this system, how accurately can it recognize damages in the 

bridge? 

The second research question is related to the implementation of the algorithm itself. The 

most suitable algorithm will be implemented using part of the dataset and then it will be 

possible to see how well the algorithm performs in practice. The testing of the performance of 

the implementation will be discussed in one of the further chapters. 

1.4 Goal 

The goals for the thesis can be divided in two parts to match the research questions proposed. 

 

The first goal is to find which machine learning algorithm is theoretically most suitable for 

analyzing the Öresund bridge image data set. The second goal is to find the accuracy of the 

chosen algorithm for implementation. The main goal for the algorithm is to have an 

acceptable rate of recognizing supposed damages in the analyzed photos. The project will aim 

for a rate of 90% successful recognition. The definition of this rate will be discussed in a 
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further chapter. A reduction of a larger data set to a smaller more defined one will allow the 

managers of the bridge to more efficiently assess the status of the concrete. 

1.5 Limitations 

The dataset is the main limitation in this thesis. From the meeting with the Oresund Bridge 

managers over 6.000 photographs which were not labeled or arranged in any way were 

obtained. Some of these pictures are not relevant for the work since they contain panoramic 

and wide shots of the bridge and its surroundings. The photographs that were chosen to be 

used were also taken from varying distances from the bridge. Another limitation for this 

project is processing power. The training of these types of algorithms is usually done in 

powerful GPUs instead of CPUs. By using the CPU’s processing power, it could take longer 

to process the dataset thus resulting in not training a bigger dataset. As Cha et al mentions in 

his paper, training 40.000 pictures using CPU would take 1-2 days while using GPU it only 

takes 90 minutes. [3] 
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2. Method 

This thesis contains both a literature review as well as a practical implementation of a 

machine learning algorithm. This chapter contains the dynamics of how the literature search 

was conducted. The second part of this paper, an experiment, is also shortly described. 

2.1 Literature Review 

There have been many studies and experiments in the fields of image processing and machine 

learning and as such many scientific papers have been published toward these sciences. The 

literature review in this thesis is conducted mainly on scientific articles and to a lesser extent 

also on books. This literature review’s goal is to help understand and have a strong 

foundation in regard to algorithms that have been used and created  to detect cracks in 

concrete surfaces. It also aims at investigating previous works done by scientists in this field 

in order to understand different techniques and concepts that are necessary to develop these 

types of algorithms. After performing the literature search and review, the best algorithm will 

be selected for an experiment to see its accuracy and design in practice. 

2.2 Experiment 

The experiment will contain a practical implementation of the chosen algorithm from the 

literature review. The algorithm will be constructed according to the instructions given in the 

scientific paper related to it and using the Öresund dataset. It will be tested using 

conventional methods to answer the research question posed in the introduction. 
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3. Theoretical Background 

The following subchapters are used to highlight the theoretical aspects of concepts used in the 

thesis project. Several concepts are explained in more detail to allow for a good 

understanding of the implementation. The two main fields of interest for this study are the 

fields of image processing and machine learning.  

3.1 Image Representation 

Digital images are represented as discrete arrays of numbers. Each pixel (abbreviation of 

picture element) of an image can be represented as an array that contains the pixel’s RGB 

value. When using grayscale images the pixels are simply represented by a single number 

that denotes the brightness or gray level of that pixel. [4] 

Each pixel in an image has neighbors that might be important for the processing of 

information about that pixel. There are two main definitions for pixel neighbors: 

four-neighbors and eight-neighbors. See figure 1. below for a representation where the black 

square is the pixel in question, the gray squares are neighbors, and the white pixels are not 

considered. The left collection presents the eight-neighbors definition and the right image 

presents the four-neighbors definition. [5] 

 

Figure 1. Representation of pixel neighbors. [6] 

3.2 Machine Learning 

Machine learning (ML) is a field within computer science that is concerned with computer 

programs that automatically improve. ML is used to make models to make predictions, 
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observations, etc. These models are created by the use of sample data, often called training 

data, and are not explicitly programmed to make their predictions, observations, etc. [7]  

3.2.1 Neural Networks 

Artificial neural networks (ANNs), also referred to as simply neural networks (NNs) are 

systems based on the inner workings of biological neural networks as found in human and 

animal brains. They consist of many connected processors called neurons. Neurons can be 

activated in different ways: input neurons are activated by sensors that ‘perceive the 

environment’. Other neurons are activated through connections with other neurons that were 

previously active [8]. The following sections are about several important concepts to help 

understand NNs, as well as a description of several relevant layers of these networks. 

3.2.1.1 Stochastic Gradient Descent 

Neural networks usually involve a form of optimization. This comes down to simply 

minimizing or maximizing a function that is called the criterion. Often the goal is to minimize 

this function. If that is the case, it can be called the loss function. Minimizing the loss 

function is done by moving the parameter of the function (i.e. x) in small steps that have the 

opposite sign of the derivative of the function. This is called gradient descent. The goal of 

minimization is to find the lowest possible value for the loss function, also called the global 

minimum. However, due to the complex nature of NN loss functions it is often more realistic 

to aim for a very low value that might not be the global minimum. Gradient descent is used 

for the parameters of NNs. [9] 

Stochastic gradient descent (SGD) is an extension of the gradient descent described above. 

Regular gradient descent can be very computationally expensive, and therefore slow. SGD 

reduces this computational cost by making use of minibatches. Minibatches are selections of 

items from the data set, usually ranging from 1 to a few hundred items per minibatch. The 

items are randomly chosen. Whereas regular gradient descent has a cost of O(m) where m is 

the size of the training set, SGD can be as efficient as O(1) depending on the size of the set. 

[9] 
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3.2.1.2 Forward- and Back-propagation  

Neural networks often are classified as feedforward. This means that data flows forward 

through the network. A feedforward network is defined as y = f (x;θ) and learns the values for 

θ that result in the best function. Information flows from the input (x), through the network 

(f), to the output (y). This passing of information forward through the network is called 

forward propagation. Back-propagation is an analytical function that allows the information 

obtained by the cost function to flow backward through the network. It calculates the gradient 

of the loss function of each parameter of the network. [9] 

Calculating gradients is normally done using the derivative. Composite functions (functions 

that are made up of multiple other functions) are calculated using the rules of calculus (chain 

rule, quotient rule). Back-propagation uses the chain rule of calculus recursively to compute 

the derivatives of the parameter functions. Most software implementations of 

backpropagation are fairly optimized, avoiding costly calculations such as repeating 

derivative calculations and numerical gradient calculations. Calculating the gradient of the 

loss function for each parameter allows for updating the value of the parameter (θ) to 

minimize the loss. [9] 

3.2.1.3 ReLU 

The rectified linear unit (ReLU) falls in the category of activation functions. These are 

functions that are applied to each element of a set of parameters. Activation functions simply 

aim to increase the level of activation in a certain case and to introduce non-linearity into the 

network. Non-linearity is required in neural networks to avoid the entire network becoming a 

linear function of the input. This would happen if all component functions in the network 

were linear. The ReLU function is defined as g(z) = max{0,z}. This means the function is 

horizontal up until z = 0. After z = 0 the function is linear. See figure 2 for a graph of the 

function. The effect of putting a ReLU in a NN is that any positive activity is increased, as 

can be concluded from the graph. [9] 
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Figure 2. Graphical representation of ReLU. [9] 

3.2.1.4 Batch Normalization 

Batch normalization is a deep learning algorithm that is used for reducing the problem of 

coordinating parameter updates across deep networks. Since these parameters are often 

updated without taking the layers around them in account, the results can be suboptimal. 

Batch normalization helps reduce this by normalizing batches of parameter changes. This is 

done by calculating the mean and standard deviation through backpropagation, and then 

using those in the normalizing function. [9] 

3.2.1.5 Softmax 

The Softmax function is used to represent a probability distribution using a discrete variable. 

The function is usually used as the output of a classifier, where it represents the probability of 

the input being classified into a number of classes. [9] 

3.2.1.6 Dropout 

Dropout is a powerful algorithm for prevention of overfitting. Dropout makes use of a 

randomly generated mask, which is then applied to the input. If the value of the mask is 1, the 

input is used. The probability of the mask value being 1 can be set before training. This 

reduces the amount of activations. Since it is a random process, it has the effect of improving 

the generalizing capabilities of the models. [9] 
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3.2.1.7 Convolutional Neural Networks 

Convolutional neural networks (CNNs) fall into the category of deep learning. CNNs are a 

type of neural network characterized by the use of a mathematical operation called 

convolution. CNNs are simply NNs that use convolution in at least one of their layers. A 

simple way of explaining convolutions would be to compare it to averaging. When you 

average a set of values, this helps reduce noise in the set. Convolution is averaging that 

considers the weight of different values. For example, recent values could be considered 

more relevant, so those will have more weight. [9] 

Convolution operations take two arguments: the input and the kernel. The output is referred 

to as a feature map. Both arguments are usually in the form of a multidimensional array. The 

kernel goes over the input in a sliding fashion. Each part of the input is calculated with the 

kernel and the result is stored in the output. See figure 3. for an example of two-dimensional 

convolution. These results can then be used in a pooling layer (described below) to find 

whether certain features were present in the input, as well as where they were present. 

Convolution layers can have varying kernel sizes and networks can contain multiple 

convolution layers that chain together. The first convolutional layer might look for features, 

the second for combinations of features, the third for combinations of those combinations, 

etc. The values in the kernel are fine tuned during the training process. [9] 
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Figure 3. Two-dimensional convolution. [9] 

There are several benefits that may be gained from using convolutional neural networks. 

These benefits include having sparse interactions and parameter sharing. Normally neural 

networks are implemented so that every input unit interacts with every output unit by use of 

matrix multiplication, where one of the matrices contains parameters that describe the 

interactions between input and output units. CNNs do not use this matrix multiplication, and 

instead limit the interactions between input and output units. In machine learning with images 

this would mean smaller sections of the image are examined. This is called sparse 

interactions or sparse connectivity (in contrast with fully connected networks). Figure 4 

shows both sparse and regular connectivity. Each unit with an x is an output unit and each 

value with an s is an input unit. The lower figure shows normal connectivity. Note that the 

highlighted output unit (x3) is connected to all input units. The upper figure shows sparse 

connectivity. Note that the highlighted output unit (x3) is connected to only three of the input 

units. This specific number is determined by setting the size of the kernel. Having sparse 
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connectivity greatly increases the efficiency of the model, since the model requires a much 

smaller number of parameters for the matrix multiplications, as well as fewer operations. [9] 

 

Figure 4. Sparse connectivity and regular connectivity. [9] 

Parameter sharing is when a parameter is used for multiple functions in a model. This means 

CNNs do not learn a separate set of parameters for each location, but only one. Parameter 

sharing can be observed in figure 5, where the black arrows denote the use of a parameter. 

The lower figure shows a fully connected NN, where the parameter is only used once. The 

upper figure shows the parameter being used for all input units. The main benefit of 

parameter sharing is that less memory is used, since a single parameter is reused many times. 

[9] 
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Figure 5. Parameter sharing. [9] 

There are usually three stages to a convolutional layer. These three stages are: a stage that 

performs convolutions, a stage that performs another function (called the detector stage), and 

a stage that performs a pooling function. Pooling functions replace the output of the layer 

with a summary of the original outputs. This can be observed on the level of units, such as in 

figure 6. Figure 6 displays a variant of a pooling function called max pooling. For each unit 

in the pooling stage the function will look at three units in the detector stage: the original unit 

and its neighbors. It will then select the highest value of those three and set the unit in the 

pooling stage to that value. [9] 
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Figure 6. Max pooling. [9] 

Pooling has the effect of making the model become less sensitive to small variations in the 

input. This is called invariance, and it is useful if one cares more about the presence of a 

feature than the precise location of said feature. It can also improve efficiency since it is 

possible to only use the summary of the units that were affected by the pooling function, such 

as in figure 7. Note that the three input units on the left are summarized into a single output 

unit. [9] 

 

Figure 7. Max pooling with reduction of output units. [9] 
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3.2.2 Overfitting and Underfitting 

Overfitting is one of the biggest problems when training neural networks. It happens when 

the ability of the neural network to solve a problem does not improve anymore. Because of 

fitting the data so well, the algorithm will memorize the noise and the traits of the training 

data. Overfitting is most likely to happen in small data sets and it leads to bad algorithmic 

performance and deterioration of the model’s properties. On the other hand, underfitting 

happens when the algorithm can not capture the fluctuation of the data. [10] Usually 

underfitting happens because of the use of a very simple algorithmic model. Both of these 

problems lead to bad predictions of new datasets. [11] 

3.3 Previous Works 

The following section will go over several articles that were reviewed. Most of these articles 

present implementations of image processing and machine learning concepts in use cases 

similar to ours. The results of each reviewed article are compared at the end of this section. 

The aim of this section is to find a more specific implementation that has been proven to give 

good results.  

Da Silva et al. developed a model for detecting concrete crack detection using a CNN that 

relies on transfer-learning. The pretrained VGG16 model was used to build the final model 

on. This VGG16 model contains a total of 16 layers, of which 13 convolutional layers and 3 

fully connected layers. The source images (851) were sliced into 256x256 pixel images 

(3500). A virtual machine provided by Google was used. 8vCPUs Intel Broadwell, 30GB of 

memory, and 1 NVIDIA Tesla K80 were used for the virtual machine. The study concluded 

that a model with a learning rate (Lr) of 0.10, a number of nodes in the fully connected layer 

(Nd) of 32, and a training image dataset (Sz) of 100% yielded the highest accuracy of the 

results encountered in the study. They also noted that the effect of Nr and Lr were 

neglectable. [12] 

Kim et al. presented a methodology for identifying cracks in concrete. Two classification 

models were proposed: a SURF-based classification and a CNN-cased classification. The 
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SURF-based model used the speeded-up robust feature (SURF) algorithm for feature 

extraction. The SURF algorithm is one of the most widely used local feature detectors.  It is a 

fast and robust algorithm for local, similarity invariant representation and comparison of 

images. [13]  It has been proven that SURF is very efficient when it comes to computational 

times. [14] This algorithm is used to select features, which can collectively  represent  a 

characteristic descriptor of an object. The extracted features are then used to construct a 

visual vocabulary. This is done using k-means clustering, which is a popular method for 

cluster analysis. For the classification of the k-means clustering results, the Support Vector 

Machine (SVM) algorithm was used, due to its efficiency and over-fitting  resistance. The 

SVM algorithm is a popular machine learning algorithm for classification. The CNN-based 

model is made of five convolutional layers and three fully connected layers. It also contains 

ReLUs (rectified linear units) and max pooling. The data would first pass through the 

convolutional layers and then through the connected layers with a softmax function attached 

to them. Concrete Crack Regions (CCR) were selected using Sauvola’s image binarization, 

which marks possible cracks in black. A sensitivity of 0.07, a window size of 131 were used 

in the binarization, as well as thresholds for noise object removal of 0.9 and 5000 for the 

eccentricity and number of pixels per group, respectively. The implementation of the 

SURF-based and CNN-based methods is done in different parts of the CPU and GPU. Thus, 

it is hard to directly compare them with each other. Nonetheless, the CNN-based 

classification slightly outperformed the SURF-based classification. [1] 

Hoang proposed a model for crack detection where Otsu’s image binarization was preceded 

by the use of an image enhancement algorithm called Min-Max Gray Level Discrimination 

(M2GLD). This enhancement algorithm included discarding objects with less than a certain 

number of pixels (Np) and employing an axis ratio index (ARI), resulting in more neatly 

selecting possible cracks. This ARI is constructed using the major axis length and the minor 

axis length of selected objects by looking at the circumscribed ellipse for the object. This 

value can be used to determine how elongated a selected object is. A threshold value was 

used for the ARI to select appropriate objects. The values used for different parameters were 

2 for the adjusting ratio (Ra), 0.5 for the margin parameter (τ), 3 for the ARI, and 

round(0.001 In x Im) for Np, where In x Im is the size of the image. [15] 
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Yokoyama et al. developed an automatic crack detector using a CNN. The model contained 

12 layers, of which 6 convolutional layers, 3 max pooling layers, 2 fully connected layers, 

and 1 softmax layer. ReLU and dropout were used in the convolutional layers and the fully 

connected layers. A GPU instance provided by the Amazon Web Services was used for the 

experiments. The study resulted in a detector with a high detection rate in concrete without 

stains and a low detection rate in concrete with stains. This was attributed to the training data 

mainly consisting of images without stains. [16] 

Cha et al. presented an architecture using a CNN to detect concrete cracks.The original 

photographs were taken at distances of 1-1.5 meters from the concrete. The images are 

segmented into 256x256 images, which are then used in the CNN. The CNN has 8 layers, of 

which 4 convolution layers, 2 pooling layers, 1 ReLU layer, and 1 softmax layer. Several 

more auxiliary layers were also used, including dropout layer and batch normalization layers. 

The learning rates used are logarithmically decreasing, and the learning algorithm used is 

SGD (see 3.2.1.1). During testing a sliding window technique was used to make sure that 

cracks on edges of selected images were properly handled. Accuracy rates of 97.95% and 

98.22% were found. [3] 

The highest accuracy found by Da Silva et al. was 92.27%. [12] Kim et al. found a highest 

accuracy of 98% (0.98) using the CNN approach after analysing identified CCRs. [1] The 

study by Hoang does not present any accuracy in percentages, but simply states that “the 

correctness of crack detection is greatly enhanced”. [15] Yokoyama presented a highest 

accuracy of 79.9% for their 2-class classification. [16] Cha et al. found accuracies of 97.95% 

and 98.22% at the 49th and 51st epoch, respectively. [3] These given accuracies may have 

been measured differently. However, the approach by Cha et al. seems to be a suitable and 

accurate method for the application in this thesis. 
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4. Design 

The following sections describe important parts of the chosen system. This includes a 

description of the data set, the neural network, and several other operations important for the 

process, such as labeling. 

4.1 Data Set 

This subchapter describes the data set as it was received in its original form.  

The data set consists of 7.734 photographs of the Bridge. The photos were made using two 

different techniques. A large part of the set was made using drones, including birds-eye shots 

of the bridge, traffic, etc. The rest was made using a camera with a very powerful lens 

capturing photos from a movable working platform that hangs under the train part of the 

bridge. Figure 8 shows examples of both photo groups.  

 

 

 

Figure 8. General examples of photographs. (From data set) 
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The birds-eye view photographs are not useful in the analysis of concrete, since algorithms 

might struggle with the inclusion of sea, traffic, metal parts, etc. Any photographs that do not 

mainly consist of concrete will be sorted out. This process is described in one of the later 

subchapters. Examples of the hard-to-use photos can be seen in figure 9. 

 

 

Figure 9. Several photographs of the Öresund bridge and its surroundings shot from a drone. 

(From data set) 

 

Large parts of the data set do contain photographs that are suitable for this specific use in 

machine learning. There are also photographs of the waterline of the pillars, deemed to be one 

of the most riskful areas of the concrete. Examples of possibly suitable photos can be seen in 

figure 10. 
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Figure 10. Several photographs of the Öresund bridge concrete (from data set). 

4.1.1 Concrete and Different Types of Markings 

During the meeting with the bridge managers there was a short discussion regarding the 

concrete and types of damage on it. There are many different types of marking that may occur 

on the concrete, a lot of which are generally harmless.  

 

On the bridge pillars there are several markings that have been left from the time of 

construction. These include the straight horizontal lines as can be seen in the two photographs 

on the left in figure 10. The small round markings are the results of metal rods used to hold 

the mould for the concrete together. After pouring the concrete the metal rods would be 

removed and the empty spaces left filled in with new concrete. These markings can be seen 

on all photographs in figure 10. 

 

There are many different discolorations, as can be seen in figure 10. These are generally 

harmless but there do exist different types that are problematic. The general term for this is 

concrete degradation. This project will not aim to detect any larger discoloration, since the 

thesis focuses on cracks. 
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It is possible for concrete to chip as well besides cracking. Chipping simply means that small 

pieces of concrete are loosened and break off. The project does not aim to recognize any 

chipping as it is not dangerous in smaller scales. However it is expected to have some overlap 

in the results since cracks and chips tend to look somewhat alike. 

4.1.2 Image Sizes and Cropping 

The original images were rather large: 6016x3376 pixels. The sizes were consistent across the 

entire set. In storage this comes down to roughly 8-9 Mb per image.  

 

The selected implementation by Cha et al. takes images of 256x256 pixels as its input. It is 

imperative to crop the image to the same size. This will allow the neural network to work as 

intended (this is further discussed in the subchapter on the network). The images can each be 

used to get 13 rows of 23 cropped images each. This makes for a total of 296 cropped images 

per original. Important to note here is that there will be many images in the cropped set that 

are not suitable for use by the network. Storing these images takes roughly 5-8 Kb per image. 

4.1.2 Labeling  

The photos were originally not labeled in any way. For labeling the data set, it is important to 

consider which categories should be present. In the case of this implementation this is simple: 

the categories should be cracks and no cracks. This means one can simply divide the cropped 

images into these two categories. 

 

Cha et al. state the following regarding the use of certain images: “.., some of the cropped 

images have cracks on the four edges of image spaces. Those kinds of images are strictly 

disregarded for the following reasons. First … input images get smaller while the images 

pass through the CNN, which implies that cracks on edges have fewer chances to be 

recognized by a network than those with cracks in the middle of images during training. 

Second, it is not possible to identify whether such crack features are actually cracks or not, 

which can therefore lead to the training data set’s false annotations.” [3] Some of the images 

this refers to in the case of this study can be observed in figure 11. 
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Images that do not have anything resembling cracks are used for the non-crack part of the 

training set. These can be observed in figure 12. Images that have clear cracks are used for 

the crack part of the set. The criteria for these cracks are relatively harsh. Good images 

contain cracks that are not thin, short, or distorted in some way. These can be observed in 

figure 13. 

 

 

Figure 11. Cropped images with cracks on the edges (from cropped data set).  

 

Figure 12. Cropped images without cracks (from cropped data set). 

 

Figure 13. Cropped images with clearly discernible cracks (from cropped data set). 

 

The study by Cha et al. uses a data set that has a 1:1 ratio of images with cracks and images 

without cracks. This is done to balance the data set. The easiest and most straightforward way 

of balancing a data set is to have a 1:1 ratio between classes. This paper follows the 

implementation of that study, and therefore it is needed to curate the dataset to have a 1:1 

ratio. Since most of the original images contain fairly few cracks, there is a large disparity 

between the amounts of the two usable cropped image types. The amount of images with 

clear cracks determines the size of the final set.  

27 



 

4.2 The Neural Network 

This subchapter describes the neural network that was selected for the implementation. This 

includes explanations of each layer and the general architecture of the NN. The NN was taken 

from the paper titled “Deep Learning-Based Crack Damage Detection Using Convolutional 

Neural Networks” by Cha et al., which was selected in a previous chapter.  

4.2.1 Network Architecture 

The NN is composed of a total of 12 layers. Of these layers, 4 are convolutional, 2 are 

pooling, 3 are normalization, and the remaining layers are a ReLU layer, a softmax layer, and 

a dropout layer. As NNs usually works, the output of a layer feeds into the input of the next. 

The NN chosen is no exception. The order of the layers is depicted in figure 14 below. 

 

Figure 14. Overall architecture of the NN. [3] 

Interesting to note is that the batch normalization layers are always located right after 

convolution layers. In the above figure there are only 8 numbered layers. This is because Cha 

et al. did not count the dropout, ReLU, batch normalization operations as separate layers.  

Further layer specifics, such as parameters for the operations performed by each layer, can be 

found in the implementation chapter. 
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4.3 Sliding Window Technique 

Cha et al. provide a technique for applying their NN to a new set of input, namely larger 

images. This technique is called the sliding window technique and allows the NN to take 

inputs of the expected size of 256x256 pixels. It gets the inputs to be this size by slicing the 

input image into evenly spaced smaller images. This is then repeated with an offset, to make 

sure the entire image is covered by the NN. This can be observed in figure 15. This also 

allows for the data set to be more strict, since edge cases will also be picked up by this 

technique. [3] 

 

Figure 15. The sliding window technique. [3] 
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5. Implementation 

This chapter describes the specifics of the implementation. 

5.1 Components 

The following sections describe the components used for the implementation in detail. The 

subjects in this subchapter range from programming languages, to used libraries, to 

development environments. 

5.1.1 Python 

Python is a programming language developed under an open source license. It is interpreted, 

interactive, and object-oriented. It makes use of modules, exceptions, typing, high-level 

dynamic data types, and classes. It is also portable. The copyright on new versions of the 

language is held by the Python Software Foundation, which also manages the open source 

licensing. [17]  

Python was used as the programming language for this project. It was chosen due to the 

language being widely known as a good language for machine learning. It also has many 

libraries to support this endeavor. 

PyCharm is an Integrated Development Environment (IDE) created by JetBrains s.r.o for 

development using Python. It is a smart IDE that has many advanced features, including code 

completion, error highlighting, and quick-fixes. It also gives easy access to all the features 

you might want while developing in Python. This includes a myriad of plugins to make 

development easier, as well as full access to any Python libraries. It also offers a set of 

scientific tools, including a scientific console and UI elements for displaying plots. [18] 

PyCharm was chosen as the main IDE for this project. Since the authors of this thesis come 

from a background of working with IntelliJ, PyCharm is easy to pick up. Apart from that, the 
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authors have also had it recommended to them on several occasions for being a good IDE for 

working with Python. 

5.1.2 Libraries 

The following subchapter discusses the libraries used in the project. 

5.1.2.1 Python Imaging Library  

The Python Imaging Library (PIL) is a library created by PythonWare. It extends the 

functions in Python with image processing capabilities. It provides file format support, as 

well as an efficient representation to use for images in programming. Several functions 

include point operations, filtering, and colour space conversion. [19] 

PIL was used in this project because of its availability and simplicity. To avoid adding more 

complication this easy-to-use library was used. 

5.1.2.2 PyTorch 

PyTorch is a library for Python that specializes in deep learning. The most important types of 

variables in PyTorch are called tensors. These are simply matrices with some additional 

functionality. They can be added together, resized, etc. They can also be used in computing 

using the GPU instead of the CPU, which makes them useful for increasing the speed of 

neural network training. A tensor with a single element is called a scalar. [20] 

PyTorch has a package called autograd that is essential to all neural networks made with the 

library. This package can be used to keep track of the computations performed on tensors. 

[20] 

Neural networks in PyTorch are made using the torch.nn package. These networks ‘inherit’ 

from the nn.Module class. They have forward functions which can be used to define what the 

network does. The backward function is automatically made when using autograd. The 

torch.nn package only supports mini-batches, so no single samples. The nets also keep track 

of learnable parameters. [20] 
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Loss functions in PyTorch take pairs of input, namely the output of the net and the target 

output. It then computes how far away the output is from the target. These functions can then 

be used to adjust gradients across the network by calling loss.backward(). [20] 

PyTorch also has a package called torch.optim, which allows one to use different update 

rules, including SGD. This package can simply take the parameters and learning rate of the 

net and then allows for calling a set of functions to help handle loss. [20] 

TorchVision is a package within PyTorch that provides convenience for loading data sets. It 

includes many different image transformations and architectures for computer vision. It is 

used in this project for transforming regular images from the PIL library to tensors usable by 

PyTorch. [20] 

PyTorch was chosen due to its capabilities in machine learning. Other libraries such as 

TensorFlow were also considered, but not very deeply. The decision to use PyTorch was 

relatively arbitrary. 

5.2 Code and Parameters 

This subchapter goes over all of the specific implemented programs/code used for this 

project. This includes describing specific selection processes, parameters of NN operations, 

and implementations in code. 

5.2.1 The Selection Process 

The process of selecting a proper data set as described in the method chapter proved to be one 

of the most time consuming parts of this project. The first task was to remove all of the 

unwanted photographs from the original set. These include any photographs that do not show 

only concrete, at a usable angle and distance. This was done with the help of an image 

managing software called ImageRanger. This piece of software allows selection of 

photographs based on local contrast. It would look at portions of the image and determine the 

contrast in those portions. Then it would select images based on a threshold value set by the 
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user. This resulted in a data set of 1.501 photographs, of which most are only concrete. Most 

birds-eye view photographs were sorted out.  

A MatLAB script created by Satyen Rajpal [21] was used to crop the images while allowing 

for selection of cracks on the original photographs. Figure 16 below shows usage of the 

script. It makes use of the free draw function in MatLAB, which allows one to circle the 

cracks. This is then used to create a mask which determines which cropped images contain 

cracks and which don’t. The code of the script can be found in appendix item 1. The script 

was slightly modified for better use in this project. For example, rotating the images was 

deemed confusing to the NN. 

 

Figure 16. An image depicting the use of the MatLAB script. 

The results of selection using this MatLAB script were not optimal. Many cropped images 

that were categorised as cracks only contained small edges cracks, very thin cracks, or not 

cracks at all. Likewise, some of the non-crack images contained cracks. This meant there was 

still a need for manually checking all of the cropped images. After manually adjusting the 

selection, the cropped images were deemed suitable for use in the NN.  
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5.2.2 Neural Network Implementation 

The neural network was implemented using PyTorch. The PyTorch.nn package provides 

direct access to all layer types required for the network. The parameters for the network were 

given in the paper. Table 1 below shows the parameters for each of the layers. These were 

directly implemented in the PyTorch layers. 

 

Table 1. Parameters for layers and operations. [3] 

The PyTorch implementation of the network consists of two main components: creating the 

layers and defining the forward pass function. All of the layers are created in the __init__ 

function as can be seen in figure 17 below. The usage of self here allows for these layers to 

be used in other functions within the same class. The parameters of these methods were taken 

directly from the paper by Cha et al. This includes the dropout rate of 0.5, which was not 

mentioned in the table. 

34 



 

 

Figure 17. Code snippet depicting creation of NN layers using PyTorch.nn. 

The forward pass function is defined by simply using all of the layers in the order specified 

by the paper. A variable called x is used to store the image that is sent into the NN. This 

variable is then passed to all of the layers and returned. See figure 18. 

 

Figure 18. Code snippet depicting forward() function. 

Several auxiliary systems were used to support this implementation of the NN. This includes 

a data loader and a main class with training and testing functions, as well as an 

implementation of the sliding window technique. Some other important parts are the 

implementation of the SGD and the learning rate decrease, as well as a crude loss 
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computation. Some of these can be seen in figure 19. The remaining auxiliary systems can be 

found in appendix items 2-3.

 

Figure 19. Code snippet depicting several code parts that are of interest. 

5.2.3 Sliding Window Implementation 

The sliding window technique mentioned in a previous chapter was implemented in Python. 

The larger images are loaded using PIL and are then transformed into a tensor using 

TorchVision. Then the amount of tiles can be calculated by dividing the height and width of 

the source image by 256. The images from the Öresund data set are 13 tiles high and 23 tiles 

wide. The parts that are not included in the tiles are cut off and ignored for the current 

implementation. See figure 20 below for the calculation for determining the amount of tiles. 

 

Figure 20. Code snippet depicting tile calculation. 

There were two options for deciding the classification of tiles, due to the second scanning. 

Either tiles with cracks would be added to a background or tiles without cracks would be 

removed from the source image. In this project the first option was implemented. A black 

background is created using a regular torch tensor, initialized to be all 0s. Then, tiles that 

contain cracks according to the NN are added onto this background. The resulting image is 

then transformed back to a PIL image and can be saved, displayed, etc. Some early results 

can be seen in figure 21, where the left image shows a single window without offset, and the 

right image shows a double window using an offset of 128 pixels. The sliding window 

implementation can be found in appendix items 4-5.  
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Figure 21. Early sliding window technique results. 

5.2.2 Testing Implementation 

Testing the NN is done using a part of the total data set of cropped images. Out of 2.556 

images a random selection of 200 images was set apart for testing. These include 100 images 

with cracks and 100 images without cracks. This set is used in the Python implementation for 

testing. The goal of testing is to get the accuracy of each trained net on the test set. This 

accuracy can be simply calculated by dividing the amount of correct predictions by the total 

amount of predictions. The result of that is then multiplied by 100 to get a percentage 

accuracy.  

Since the results vary for each performed test due to the limited size of the test set, the tests 

are performed tenfold. This means the network is essentially tested on 1.000 images. The test 

loop simply makes the network predict the label for each image being tested. If the label is 

the same as the given label, the prediction is correct. The number of correct predictions is 

kept track of. The test loop can be seen abbreviated in figure 22. 

 

Figure 22. Snippet depicting the testing loop. 
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The test set is sorted, so the first 100 images are always non-crack images and the other 100 

images are images containing cracks. After 100 predictions the number of correct predictions 

is recorded and used for the calculation of non-crack accuracy. After the full 200 predictions 

the number of correct non-crack predictions is subtracted from the total number of correct 

predictions, and this gives the crack accuracy. These are kept track of for the full 10 test 

rounds and then the accuracies are calculated at the end. Figure 23 shows the final 

calculation. 

 

Figure 23. Snippet depicting final calculation of NN accuracy. 

This test can also be run in a loop that tests multiple epochs. The testing implementation can 

be found in appendix item 6. 
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6. Results 

This chapter describes the results of the thesis. The results are divided into several 

subchapters. 

6.1 Literature Review Results 

The results of the literature review are extensively discussed in the theoretical background 

chapter. This includes a review of previous works and related theory.  

6.2 Neural Network Accuracy 

The trained neural network was tested on a part of the cropped 256x256 data set. This part of 

the data set was exclusively used for testing, and was randomly selected from the total set of 

cropped images. The testing set consists of 200 images, of which 100 images with cracks and 

100 images without cracks. This allows for a decent calculation of accuracy without 

impacting the size of the training set by much. Accuracy can be simply calculated by dividing 

the amount of correct predictions by the total amount of predictions. Multiplying this by 

100% gives a percentage score for accuracy.  

Several different testing approaches were used in this project. Due to some relatively subpar 

results in the early implementation, a sort of troubleshooting phase began. This meant 

changing certain parameters to find which might be causing the subpar results. During this 

time the project was still working with a data set of 816 images. This was later expanded. 

Table 2 shows the accuracy results of several networks trained with this original data set. The 

aim of testing the accuracy for these networks was to determine what was causing the bad 

results mentioned above. 
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Batch Size Epochs Non-crack (%) Crack (%) Total (%) 

10 5 15.6 92.3 53.95 

10 10 62.2 77.3 69.75 

20 5 53.2 79.2 66.2 

20 10 65.7 74.7 70.2 

40 5 48.9 68.1 58.5 

40 10 47.2 77.5 62.35 

80 5 6.1 97.2 51.65 

80 10 51.9 64.2 58.05 

20 50 35.5 94.2 64.85 

 

Table 2. Results of early tests with a training dataset of 816 images. The worst results are 

highlighted in red, and the best results are highlighted in green. 

 

There are some interesting things to note in table 2. The network with the highest total 

accuracy was the network that has a batch size of 20 and that trained for 10 epochs. This 

network also has the highest accuracy for determining non-cracks. There seems to be a direct 

correlation between these accuracies, since a lower non-crack accuracy means a lower total 

accuracy in most cases in table 2. This can also be observed in the network with a batch size 

of 80 that trained for 5 epochs. This network has the lowest non-crack accuracy and the 

lowest total accuracy. It did have the highest crack accuracy, but this can be explained very 

simply: the network would classify almost every single image as an image containing a crack. 

This meant the network had a huge bias towards images with cracks. The more balanced 

networks have higher total accuracies. 

The training set was later expanded to 2356 images of 256x256 pixels. The approach for 

testing was also adapted a bit at that time. The network would be saved for each epoch so it 
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would be possible to see progress over epochs. Each saved network would be tested on the 

same accuracies as before.  

The first network trained this way was one with a batch size of 20. This batch size was 

chosen due to the success of the network using that size in the testing with the smaller data 

set. Table 3 shows the accuracy results for this network over 10 epochs. Once again, there 

clearly is a connection between the total accuracy and the non-crack accuracy. Figure 24 

shows the same accuracies in the form of a graph. It can be observed that the total accuracy 

strongly increases and then diminishes slowly after reaching its height. This decrease after 

reaching the peak is likely due to overfitting. This happens more easily when using a smaller 

data set. The total accuracy of 77% in table 3 is the highest found during this project. Reasons 

for this are discussed in the conclusion chapter. 

 

Epoch Non-crack (%) Crack (%) Total (%) 

1 15.5 93.5 54.5 

2 46 87 66.5 

3 60.5 81.5 71 

4 70.5 83.5 77 

5 64.5 82 73.25 

6 68 69 68.5 

7 63 70.5 66.75 

8 54 84.5 69.25 

9 48.5 81 64.75 

10 54 78 66 

 

Table 3. Accuracy results of a NN with batch size 20, trained over 10 epochs. 
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Figure 24. Line graph depicting accuracies of a NN with batch size 20, trained over 10 

epochs. 

 

Another network with a larger batch size of 60 was trained over 10 epochs to determine 

whether it was useful to increase the batch size. The accuracy results for this network can be 

observed in table 4. This table also shows a correlation between non-crack and total 

accuracies, especially on the lower end of the spectrum. Interesting to note is that the peak 

accuracy for this network was recorded at a different epoch (7) than the previous network (4). 

This means batch size influences the amount of epochs required to reach optimal results. The 

graph version of these results can be seen in figure 25. 
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Epoch Non-crack (%) Crack (%) Total (%) 

1 3.1 98.2 50.65 

2 35.3 80 57.65 

3 59.8 63.4 61.6 

4 52.3 70.3 61.3 

5 63.4 64 63.7 

6 56 69.8 62.95 

7 67.3 70.3 68.8 

8 71.9 60.7 66.3 

9 59.9 70.1 65 

10 52.6 74.3 63.45 

 

Table 4. Accuracy results of a NN with batch size 60, trained over 10 epochs. 

 

Figure 25. Line graph depicting accuracies of a NN with batch size 60, trained over 10 

epochs. 
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Due to the peak result of the second NN being lower than the first, the network with batch 

size 20 was selected as the best found in this study. There are many improvements to be 

made, which are discussed in the future work subchapter.  

 

Some of the early results seemed to show a heavy bias towards classifying images as cracks. 

Therefore, another network was trained and tested. This network used a batch size of 20 but 

without bias in the convolutional layers. The network performed worse than the previous. 

The accuracy results for this network can be found in appendix items 7-8. 

 

A version with a logarithmically decreasing learning rate was implemented as well, although 

perhaps faulty. This network did not nearly perform as well as the previous. The accuracy 

results for this network can be found in appendix items 9-10. 

6.2.1 Comparison with Paper 

The study by Cha et al. provided great analysis of results, mainly accuracy rates. The 

accuracies per epoch were recorded, as well as the success rates for several smaller data sets. 

Figure 26 below shows the accuracies found with the data set of 40.000 images. Figure 27 

shows the results of a parametric study with different data set sizes, ranging from 2.000 to 

40.000 cropped images. 

The definition of accuracy used by Cha et al. is not mentioned in the paper. However, judging 

from the images presented with the scanning results, the definition is similar to the one used 

in this paper (correct predictions divided by total predictions).  
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Figure 26. Accuracy rates of the neural net by Cha et al. Trained with 40.000 images over 60 

epochs. [3] 

 

Figure 27. Results of a parametric study on smaller data sets. [3] 

The difference in results between this project and the study by Cha et al. is quite large. Cha et 

al. managed to find an accuracy rate of roughly 95% on epoch 4, whereas the highest 

accuracy in this project was 77% on epoch 4. The accuracy of the NNs in this project would 

decrease after reaching its peak. Even with a smaller dataset the accuracies found by Cha et 

al. are much higher than the ones found in this project. On a dataset of 2.000 images a 

45 



 

success rate of roughly 94.7% was found. The size of this dataset is similar to the size of the 

one used in this project. Possible improvements are discussed in the future work chapter. 

6.3 Sliding Window Results 

The sliding window technique was implemented and tested with the NN selected in the 

previous subchapter. This NN has an accuracy rate of 77%, so the results of the sliding 

window technique are suboptimal at best. A small selection of 4 images from the original 

source set were selected for testing the sliding window technique and the NN. These images 

can be seen in figure 28 below. The selection process was directed to include images that 

represent several different possibilities i.e. big cracks, no cracks, discoloration. 

 

 

Figure 28. Photographs used for testing the sliding window technique and NN (from data set).  

After applying the sliding window technique and the NN on the photographs the results are 

not great. Many tiles are not classified correctly, images without cracks still show tiles the 

NN classified as cracks, etc. The results of putting the photographs of figure 28 through the 

algorithm can be observed in figure 29.  
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Figure 29. Photographs with the sliding window applied (from data set). 

There are several things that are interesting to note. The large cracks that can especially be 

seen in the top two images are successfully classified as cracks. The same goes for most of 

the smaller cracks. The discoloration in the middle of the bottom right image has also been 

picked up as a crack. This is likely due to the contrast caused by the discoloration. Another 

observation is that the bottom right image has much larger black areas, meaning the NN 

classified less cracks in that image. When looking closer at some of these areas it becomes 

apparent that the NN seems to identify areas like the ones at the top right of the second image 

in figure 30 as non-cracks. The vertical line in the bottom left picture has also been classified 

as a crack, whereas it is simply a remnant of the casing of the concrete during creation.  
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Figure 30. Section of image after sliding window technique and original (from data set). 

The sliding window technique allows for some insight into the specific features the NN is 

trained on.  
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7. Conclusion 

This chapter presents the conclusions made by analyzing the results presented in the previous 

chapter. 

7.1 Research Answers 

The research questions posed in the introduction are answered in this chapter. The research 

questions were the following: 

1. Which implementation of machine learning algorithms and image processing 

algorithms is theoretically most suitable for analyzing the Öresund bridge image data 

set? 

 

2. When implementing this system, how accurately can it recognize damages in the 

bridge? 

 

The answer to the first question was found during the literature review. Several 

implementations of machine learning concepts with a goal similar to the one in this project 

were reviewed. The detection accuracies were reviewed and the implementation with the 

highest was chosen. This paper was then analysed in terms for feasibility for the data set and 

goals of this project. The conclusion of the literature review was that the implementation by 

Cha et al. in the paper “Deep Learning-Based Crack Damage Detection Using Convolutional 

Neural Networks” had the highest accuracy rate and seemed suitable for the data set and 

goals. Theoretically this combination of image cropping and a CNN was perfect for the 

project.  

 

The proposed combination of a CNN and cropping images was implemented and used with 

the Öresund data set. The implemented version of the system had a highest accuracy of 77% 

on the testing set. Additionally, the sliding window technique showed very subpar results. 
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The 90% accuracy aimed for in the introduction was not met. There could be several reasons 

for this. These are discussed in the future work chapter. 

 

Since a relatively acceptable result was achieved, a proof of concept was provided. The 

approach of using machine learning to analyse concrete photographs to assess health is a 

valid strategy. However, the specific approach in this project needs a lot of improvement to 

be well suited for such a use. 

 

7.2 Future Work 

This chapter goes over all of the possible improvements to this project that could be done in 

future work. This includes specific implementation improvements as well as different 

approaches. 

7.2.1 Reasons for Accuracy Rate 

The low accuracy found for the implementation of the CNN is the main problem of this 

project. This accuracy could have been caused by a number of things. 

First, the NN proposed by Cha et al. might not have been very suitable for the purpose of this 

paper (use with the Öresund set). The network was selected based on its presented accuracy 

rate rather than a good understanding of the way the network worked. It was already clear 

that CNNs were a good option for the task at hand. However, it would have been better to 

closely investigate the inner workings of each candidate before making a choice. Limited 

understanding of machine learning and time constraints contributed to choosing an algorithm 

based on simple accuracy in the early stages of the project. 

Second, the paper by Cha et al. was using a very different data set. The set used in the paper 

was of photographs taken at a set distance from the concrete wall. The Öresund set contains 

photographs of many different distances, even in the sorted out set. This causes cracks to be 

of different sizes on the images (i.e. 10 pixels broad or 100 pixels broad). This made it harder 

for the CNN to learn the features needed when detecting cracks. Another thing to note when 
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considering the dataset is that in the most successful implementation from the paper a much 

larger data set was used.  

Third, this project failed to properly implement the logarithmically decreasing learning rate 

proposed in the paper by Cha et al. A static learning rate of 0.005 was used instead. This 

might have caused the CNN to struggle with optimizing.  

There could also have been additional faults in implementation, such as PyTorch specifics 

being done wrong.  

7.2.2 Solving Accuracy Problems 

It would be important to work on these accuracy rates in the future. The CNN is currently not 

usable for its goal of reducing the amount of labour to examine the photographs. The CNN 

could be improved by using a larger data set, implementing the logarithmically decreasing 

learning rate, or fine tuning the parameters to work for the Öresund set. Variations of the 

cropped set might also prove worthwhile to use, for example one with a much stricter 

definition of cracks.  

The CNN could also be adapted to better suit the given situation. Layers could be added, 

removed, changed, etc. The parameters of the existing layers could then also be changed to 

achieve better results. 

To determine whether the implementation of the network is faulty it would be useful to test 

the network with the data set used by Cha et al. This makes sure there are no discrepancies in 

regards to the data set. If similar results could be attained using the same data set, the 

algorithm would be implemented correctly. 

7.2.3 Other Future Work 

There are several other things that would be interesting or useful to look into in the future. 

The other papers discussed in the previous works subchapter could be implemented for use 

with the Öresund set. Some of those might yield better results than the implementation in this 

project.  
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For concrete health monitoring it is not only important to look at cracks, but also things like 

discolorations. For a more robust concrete management system this would be imperative to 

implement. Another thing to consider for the bridge pillars is the waterline. The waterline is 

one of the more sensitive areas according to the Öresund managers. This is due to the 

concrete becoming wet and drying up often. A system of detecting concrete health 

deterioration in the waterline area could therefore be a good addition to a future system. 

Some interesting developments could also be made in the taking of the photographs. If the 

photographs are always taken from a consistent distance and angle this might make the data 

set much more viable for use in machine learning implementations that benefit from this 

consistency. This could be done with drones for example. 

The manual inspection required for this project was another point of improvement. Over 

2.500 cropped images were inspected by hand and sorted where applicable. This is a process 

that could be fully automated for another implementation. However, the cropped images were 

only used for the training stage and the inspection process therefore only needs to happen 

once.  

7.3 Sustainability and society 

The Öresund Region is a major economic and social hub of both Denmark and Sweden. 

According to Orestat data, in 2010 Danish economy profited 740 million EUR  from the 

Oresund commuters and in total a massive 4.4 billion EUR was injected into Danish finances 

since the opening of the bridge in 2000. The bridge has had a major impact in the labour 

market as well. [22]  From these data it is possible to see and understand the role that the 

bridge plays in the Oresund region. Because of this, properly maintaining the bridge has 

never been more important. Given the importance of this megastructure, the managers of the 

bridge are constantly looking to improve their  surveillance and maintenance strategies in 

order to be cheaper and more effective.  

This study will help the managers to kick start their plan for a new maintenance system for 

the bridge and given the social importance that the bridge has in promoting the ‘oresund 

identity’ [22] this study does make a social contribution indirectly. The study does not have a 

52 



 

direct impact on the environment and sustainability.  If this system was to be implemented 

then it should be done in a way to minimize the impact that the heavy computing machines 

would have in the environment. 

7.4 Final Conclusion 

This paper presented a literature review for several concrete cracks detection systems, within 

the fields of machine learning and image processing. A specific paper was selected and the 

system proposed in that paper was implemented. The Öresund photograph set was used for 

training and testing of the implementation. A final accuracy of 77% was achieved for the 

trained system. This accuracy is not yet high enough for the use case. However, the paper 

proves it is possible for such an algorithm to learn to detect cracks. With improvements, this 

could lead to an implementation that is suitable. 
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9. Appendix 

Appendix item 1. MatLAB script by Satyen Rajpal modified for this project. Comments are 

omitted for brevity. 
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Appendix item 2. Data loader coded in Python. 

import os 
import torchvision.transforms as transforms 
from torch.utils import data 
from PIL import Image 
 

class ImageDataSet(data.Dataset): 
   # This method is called when the data loader is created 
   # Here we should load all the images and their labels 

   def __init__(self): 
       self.mode = 'train' 
 

       # Creating a variable to store the training dataset 
       self.train_dataset = [] 
       # And another to hold the test data set 
       self.test_dataset = [] 
 

       # Getting a folder, in this case the berry train folder 
       no_crack_train_folder = './data/bridge/256x256/2356/no_crack_less' 
 

       # Getting the names of all files in the folder in an array 
       all_no_crack_train_files = os.listdir(no_crack_train_folder) 
 

       # Loop that runs through all the file names in the array 
       for i, current_image in enumerate(all_no_crack_train_files): 
 

           # Direct path to the specific file that we are looking at 
           image_path = os.path.join(no_crack_train_folder, current_image) 
 

           # Checking if this is a file or not 
           # If it's not a file, we should not add it to the data set 

           if os.path.isfile(image_path): 
               # Adding the full path of the current file to the data set 
               # Also adding a 0 

               # This 0 is used to denote that this is a no crack image 

               # It is basically the label for the image 

               self.train_dataset.append([image_path, 0]) 
 

       # Now repeat the process for a different set of images 
       crack_train_folder = './data/bridge/256x256/2356/crack_strict' 
       all_crack_train_files = os.listdir(crack_train_folder) 
       for i, current_image in enumerate(all_crack_train_files): 
           image_path = os.path.join(crack_train_folder, current_image) 

           if os.path.isfile(image_path): 
               # Using a 1 here instead since it is a crack image 
               self.train_dataset.append([image_path, 1]) 
 

       # Now we have a full data set of file names and labels (0 or 1) 
       # This data set is stored in self.train_dataset 
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       # We can access things using the index 

 

 

       # Now repeat the process for a test set of images 

       berry_test_folder = './data/bridge/256x256/Other/no_crack_test' 
       all_berry_test_files = os.listdir(berry_test_folder) 
       number_of_berry_test_files = len(all_berry_test_files) 
       for i, current_image in enumerate(all_berry_test_files): 
           image_path = os.path.join(berry_test_folder, current_image) 

           if os.path.isfile(image_path): 
               # Using a 0 here since it is a berry 
               self.test_dataset.append([image_path, 0]) 
 

       # Now repeat the process for a test set of images 
       bird_test_folder = './data/bridge/256x256/Other/crack_test' 
       all_bird_test_files = os.listdir(bird_test_folder) 
       number_of_bird_test_files = len(all_bird_test_files) 
       for i, current_image in enumerate(all_bird_test_files): 
           image_path = os.path.join(bird_test_folder, current_image) 

           if os.path.isfile(image_path): 
               # Using a 1 here instead since it is a bird 
               self.test_dataset.append([image_path, 1]) 
 

   # This method will simply return the length of the data set 
   def __len__(self): 
       # Look at the right set depending on the mode 

       if self.mode == 'train': 
           return len(self.train_dataset) 
       elif self.mode == 'test': 
           return len(self.test_dataset) 
 

   def set_test_mode(self): 
       self.mode = 'test' 
 

   def set_train_mode(self): 
       self.mode = 'train' 
 

   # This method will be used to get items from the data set 
   # It should return an image and a label 

   def __getitem__(self, index): 
       if self.mode == 'train': 
           # Storing the two values at the given index in two variables 
           # path stores the path to the image 

     # label stores the 1 or 0 denoting what class it is 

           path, label = self.train_dataset[index] 
 

       elif self.mode == 'test': 
           path, label = self.test_dataset[index] 
 

       # This loads the image 
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       image = Image.open(path) 
       # The image should be in tensor format to use with the net 

 

       # This transforms the image to a tensor format 

       # First a transform is created 

       transform_to_tensor = transforms.ToTensor() 
       # Then that transform is used on the image 
       image_tensor = transform_to_tensor(image) 
 

       return image_tensor, label 
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Appendix item 3. Training loop. 

import torch 
import Net 
import torch.nn as nn 
import torch.optim as optim 
import dataloader 
from torch.utils.data import DataLoader 
 

# This makes two paths: a save path, and a load one for testing 

PATH = './nets/' 
PATH2 = './nets/epoch' 
# Making a list of classes for easy writing 

classes = ('no crack', 'crack') 
 

epochs = 10 
batchsize = 100 
 

# This gets the training set from the data loader class 

dataSet = dataloader.ImageDataSet() 

loader = DataLoader(dataSet, batch_size=batchsize, shuffle=True) 
 

# Creating an object to use for the neural network 

net = Net.Net() 

 

# Softmax is the method used for loss in the paper 

# This variable can be used to calculate loss 

# The Softmax() method is built into torch.nn 

criterion = nn.CrossEntropyLoss() 

 

# This creates an optimizer using torch.optim 

# The learning algorithm is set to be Stochastic Gradient Descent (SGD) 

# The optim.SGD method has three parameters: the parameters of the net, the 

learning rate, and the momentum 

# The momentum is taken from the paper chapter 4.2 

# The weight decay is also taken from the paper chapter 4.2 

# The starting learning rate seems to be 0.1 seen in figure 9. 

 

optimizer = optim.SGD(net.parameters(), lr=0.005, momentum=0.9, 
weight_decay=0.0001) 
 

# This is the training loop 

# Each run over the dataset is called an epoch 

# The range here denotes the amount of epoch will be done 

for epoch in range(epochs): 
   print("Running epoch %d" % (epoch+1)) 
 

   # This variable will keep track of the loss in this epoch 
   epoch_loss = 0.0 
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   # A loop that runs through the data in the dataloader for the data set 
   # There are two variables, i and data 

   # The enumerate method takes two parameters: the dataloader, and 0 

   # The 0 denotes the starting point 

   for i, data in enumerate(loader, 0): 
       # Getting the images and labels for this batch 

       # The data variable is basically a list of [images, labels] 

       images, labels = data 
 

       # This sets the parameter gradients to zero 

       # The gradients for the parameters store all of the computations 

that are performed on them 

       # Setting them to zero prevents them from just being added up each 

time 

       optimizer.zero_grad() 
 

       # Here we get outputs by putting the inputs into the net 
       outputs = net(images) 
 

       outputs = outputs.squeeze(3) 
       outputs = outputs.squeeze(2) 
 

       # This calculates the loss for this batch 
       loss = criterion(outputs, labels) 
 

       # This updates the gradients in the parameters based on the result 
of the loss calculation 

       loss.backward() 
 

       # Making the optimizer take a step 
       optimizer.step() 
 

   # This saves the net to the path made above 
   torch.save(net.state_dict(), PATH + 'epoch' + str(epoch) + '.pth') 
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Appendix item 4. Image loader for sliding window technique. 

import os 
from PIL import Image 
from torch.utils import data 
import torchvision.transforms as transforms 
 

class TestImages(data.Dataset): 
   def __init__(self): 
       self.test_images = [] 
 

       test_folder = './data/bridge' 
 

       all_test_files = os.listdir(test_folder) 
 

       for i, current_image in enumerate(all_test_files): 
           image_path = os.path.join(test_folder, current_image) 

           if os.path.isfile(image_path): 
               self.test_images.append(image_path) 
 

       # Now we have a full data set of file names 
       # This data set is stored in self.test_images 

       # We can access things using the index 

 

 

   def __len__(self): 
       return len(self.test_images) 
 

   def __getitem__(self, item): 
       image = Image.open(self.test_images[item]) 
 

       # This transforms the image to a tensor format 
       # First a transform is created 

       transform_to_tensor = transforms.ToTensor() 
       # Then that transform is used on the image 
       image_tensor = transform_to_tensor(image) 
 

       return image_tensor 
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Appendix item 5. Implementation of sliding window. 

import torch 
import Net 
import torchvision.transforms as transforms 
import imageloader 
from torch.utils.data import DataLoader 
 

# This creates an object 

net = Net.Net() 

# This loads the saved net into the object 

net.load_state_dict(torch.load("./nets/batch20data2356/epoch4.pth")) 
 

# This gets the test set for the sliding window technique 

movingSet = imageloader.TestImages() 

movingLoader = DataLoader(movingSet, batch_size=1, shuffle=False) 
 

for i, data in enumerate(movingLoader, 0): 
 

   image = data 

 

   height = image.size()[2] 
   tiles_height = height / 256 - (height % 256) / 256 
   tiles_height = int(tiles_height) 
 

   width = image.size()[3] 
   tiles_width = width / 256 - (width % 256) / 256 
   tiles_width = int(tiles_width) 
 

   negative = torch.zeros(1, 3, height, width) 
 

   for j in range(tiles_height): 
       for k in range(tiles_width): 
           # Slice here 
           x, y = k * 256, j * 256 
           width, height = 256, 256 
 

           slice = image[:, :, y:y + height, x:x + width] 
 

           outputs = net(slice) 

           _, predicted = torch.max(outputs, 1) 
 

           # Make part black/white here 
           if predicted[0] == 1: 
               negative[:, :, y:y + height, x:x + width] =  

image[:, :, y:y + height, x:x + width] 

 

   for j in range(tiles_height-1): 
       for k in range(tiles_width-1): 
           # Slice here 
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           x, y = k * 256 + 128, j * 256 + 128 
           width, height = 256, 256 
 

           slice = image[:, :, y:y + height, x:x + width] 
 

           outputs = net(slice) 

           _, predicted = torch.max(outputs, 1) 
 

           replacement = torch.zeros([1, 3, 256, 256]) 
 

           # Make part black/white here 
           if predicted[0] == 1: 
               negative[:, :, y:y + height, x:x + width] =  

image[:, :, y:y + height, x:x + width] 

 

   print("Rows: " + str(tiles_height)) 
   print("Tiles per row: " + str(tiles_width)) 
 

   item = negative[0] 
   transform_to_PIL = transforms.ToPILImage() 

   item = transform_to_PIL(item) 

 

   item.show() 
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Appendix item 6. Implementation of accuracy testing for the trained NNs. 

import torch 
import Net 
import dataloader 
from torch.utils.data import DataLoader 
 

for p in range(1): 
   print("Results for net " + str(p)) 
   # Code for testing 
   # This creates an object 

   net = Net.Net() 
   # This loads the saved net into the object 
   net.load_state_dict(torch.load("./nets/batch20data2356/epoch4.pth")) 
 

   # This gets the training set from the data loader class 
   testSet = dataloader.ImageDataSet() 
   testSet.set_test_mode() 

   test_loader = DataLoader(testSet, batch_size=1, shuffle=False) 
   totalcorrect = 0 
   totalcorrectnoncracks = 0 
 

   for j in range(10): 
       correct = 0 
       correct1 = 0 
 

       for i, data in enumerate(test_loader, 0): 
 

           image, label = data 

 

           outputs = net(image) 

           _, predicted = torch.max(outputs, 1) 
 

           if label == predicted: 
               correct += 1 
 

           if i == 100: 
               correct1 = correct 

 

       totalcorrectnoncracks += correct1 

       totalcorrect += correct 

 

   print("Accuracy non-cracks:") 
   print((totalcorrectnoncracks/1000)*100) 
 

   print("Accuracy cracks:") 
   print(((totalcorrect-totalcorrectnoncracks)/1000)*100) 
 

   print("Total accuracy:") 
   print((totalcorrect/2000)*100) 
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Appendix item 7. Accuracy results for a network with data set size of 2356, batch size of 20, 

and no bias. Trained over 10 epochs. 

Epoch Non-crack (%) Crack (%) Total (%) 

1 17.8 92.3 55 

2 43.5 84 63.75 

3 63 80.2 72 

4 69.9 72.3 71.1 

5 52.8 86.2 69.5 

6 38.1 88.4 63.25 

7 39.6 90.7 65.15 

8 48.4 88.5 68.45 

9 56.4 87 71.7 

10 52.5 83.6 68.05 

 

Appendix item 8. Line graph of accuracy results for a network with data set size of 2356, 

batch size of 20, and no bias. Trained over 10 epochs. 
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Appendix item 9. Accuracy results for a network with data set size of 2356, batch size of 20, 

no bias, and a logarithmically decreasing learning rate. Trained over 10 epochs. 

Epoch Non-crack (%) Crack (%) Total (%) 

1 1.6 99.0 50.3 

2 11.3 92.6 51.95 

3 21.2 87.3 54.2 

4 46.1 78.7 62.4 

5 67.1 58.7 62.9 

6 62.9 62.0 62.45 

7 52.4 71.6 61.95 

8 38.3 78.9 58.6 

9 42.3 75.6 58.95 

10 42.4 74.7 58.45 

 

Appendix item 10. Line graph of accuracy results for a network with data set size of 2356, 

batch size of 20, no bias, and a logarithmically decreasing learning rate. Trained over 10 

epochs. 
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